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Abstract. Artificial intelligence is entering a structural transition. The first phase of the generative Al era centered on model
capability. The next phase is increasingly constrained by coordination: which intelligence should be used, where it should
execute, what it should cost, whether it is allowed to act, whether the result is good enough, and whether the organization
can prove economic value from the outcome. We define the Intelligence Control Plane (ICP) as the adaptive infrastructure
layer responsible for those decisions. This v2.0 paper extends the category in two directions. First, MC-1 Intelligence FinOps
brings economic control into the runtime itself, optimizing intelligence before, during and after inference around budgets,
waste, provider economics, and cost per successful outcome. Second, MC-1 Forward extends the control plane upward from
intelligence execution into autonomous enterprise transformation: constructing an Enterprise Intelligence Graph, discovering
high-value opportunities, building and deploying Al-native workflows under bounded authority, and measuring results
through Outcome Contracts and an Outcome Ledger. Together with Agent Identity and Agent Guard, the architecture
creates a closed loop from business intent to governed intelligence, authorized action, measurable outcome and continuous
improvement.

THE CATEGORY THESIS

Intelligence is becoming abundant.

Control of intelligence is not.

The control plane decides not only what intelligence to use, but what it is worth,
what it may do, and whether it produced a measurable outcome.

CENTRAL THESIS Machine intelligence is becoming a fundamental infrastructure resource. As that
resource becomes abundant, the scarce layer becomes the system that allocates it,
governs it, proves its value, and turns it into outcomes.

Keywords: intelligence control plane, MC-1, intelligence FinOps, MC-1 Forward, mixture-of-models, agent identity, agent security, outcome ledger, autonomous enterprise transforr
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01 / THE CATEGORY SHIFT

Al Is Moving From Intelligence Scarcity to
Intelligence Abundance

For most of the modern Al era, intelligence itself was scarce. Only a small number of organizations could train
frontier-scale models; quality gaps were large; inference was expensive; and product teams optimized around access to
the strongest available model. That environment is changing. Stanford's 2026 Al Index reports increasingly clustered
top-model performance while enterprise Al adoption is already broad. [1][2]

The strategic implication is not that models stop mattering. It is that model abundance creates a systems problem.
Every new model adds capability and another selection decision. Every inference provider adds price, latency, region,
reliability and policy tradeoffs. Every autonomous agent adds an identity and authorization problem. Every Al workload
creates an opportunity to overspend, under-provision intelligence, violate policy, or return an unverified result.

The economics are also changing. KPMG reported in June 2026 that only 26% of organizations had full real-time
visibility into Al operating costs, even as agent deployment and multi-agent orchestration expanded. [11] Accenture
launched Tokenomics in July 2026 around the idea that token consumption must be linked to business outcomes and
governed continuously at runtime. [12]

The paradox is that as intelligence becomes abundant, deciding how
intelligence should be used becomes scarce - and increasingly
valuable.

THE SHIFT The first Al infrastructure question was "Which model?" The next is "What intelligence
strategy should satisfy this objective under quality, cost, latency, privacy, risk, authority
and outcome constraints?"
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02 / ABSTRACTION

From Model Endpoint to Intelligence Contract
to Outcome Contract

The evolution of the Al stack can be understood as three abstraction shifts. The first exposed models as endpoints: an
application selected a model and sent a prompt. The second is the Intelligence Control Plane: the application specifies
an intelligence requirement and operating constraints, while the control plane determines how to satisfy them. The
third, introduced by MC-1 Forward, moves one level higher: the enterprise specifies a business objective and the
system constructs, deploys and measures the Al-native transformation required to pursue it.

This progression changes what developers and enterprises program. Instead of permanently encoding a model name,
they can encode an intelligence contract. Instead of treating inference volume as the end metric, they can define an
Outcome Contract with a baseline, objective, policy boundary and measurable success criteria.

e N N N
MODEL ENDPOINT INTELLIGENCE CONTRACT OUTCOME CONTRACT
Call Model X Deliver required Achieve a business
intelligence objective
under constraints and prove the result
\_ J J Y,
ABSTRACTION Model-as-endpoint -> Intelligence-as-contract -> Outcome-as-contract. The closer

infrastructure gets to the business objective, the more valuable orchestration,
economics, trust and measurement become.
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03 / DEFINITION

What Is an Intelligence Control Plane?

We define an Intelligence Control Plane (ICP) as a policy-aware adaptive infrastructure layer that determines how
machine intelligence is selected, composed, executed, evaluated, secured, economically governed, connected to
authorized action, measured against outcomes, and continuously improved across models, providers, agents, tools,
memory, compute and enterprise environments.

A model gateway abstracts APIs. A router selects a model. An agent gateway governs autonomous interactions. An
Intelligence Control Plane manages the full intelligence lifecycle. It can determine whether one model or several should
participate, whether execution should remain local, whether a result requires verification, whether another route should
be attempted, whether an agent has authority to act, how much intelligence a task deserves, and whether the resulting
business outcome justifies the intelligence consumed.

The crucial abstraction shift is from model-as-endpoint to intelligence-as-contract. MC-1 Forward extends the contract
further: business objectives can become transformation programs that the control plane discovers, designs, builds,
deploys and measures under bounded authority.

CATEGORY A gateway moves traffic. A router selects models. A security control plane governs
DISTINCTION interactions. An Intelligence Control Plane governs how intelligence is produced, what
it is allowed to do, what it should cost, and whether it created the intended outcome.
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04 / SYSTEM ARCHITECTURE

MC-1 v2.0: Three Control Loops, One Trust
Envelope

MC-1's architecture can now be understood as three mutually reinforcing loops. The Intelligence Loop determines what
intelligence should solve a task. The Economic Loop determines how much intelligence is justified and whether it is being
consumed efficiently. The Transformation Loop determines how intelligence changes the enterprise itself. Agent Identity,
Agent Guard, policy, governance and sovereignty form the trust envelope around all three.

The design objective is not to collapse every function into one monolith. It is to give applications, agents, finance teams,
security teams and transformation leaders one coherent control plane operating over the same underlying execution
evidence.

~N
BUSINESS OBJECTIVES - APPLICATIONS - AGENTS - ENTERPRISE SYSTEMS
J
~
MC-1 FORWARD: ENTERPRISE INTELLIGENCE GRAPH - OPPORTUNITY - BUILD - OUTCOME LEDGER
J
~N
QUERY INTELLIGENCE - MODEL INTELLIGENCE - MIXTURE-OF-MODELS - ADAPTIVE ROUTING
J
MC-1 INTELLIGENCE FINOPS: BUDGETS - CPSO - WASTE - FORECAST - AUTO-OPTIMIZE

~
| AGENT IDENTITY - AUTHORITY - AGENT GUARD - POLICY - GOVERNANCE - SOVEREIGNTY

J

~N
| MODELS - TOOLS - MEMORY - PROVIDERS - CLOUD - PRIVATE - LOCAL - EDGE

J

~N
| MEASURED OUTCOMES -> EVIDENCE -> LEARNING -> ADAPTATION

Figure 2. MC-1 v2.0 reference architecture. MC-1 Forward extends upward to enterprise transformation; Intelligence FinOps governs economics across the
runtime; Agent Guard and Identity form a cross-cutting trust envelope.
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05 / BEYOND ROUTING

Why Businesses Need More Than Model
Routing

Routing solves selection. Enterprises increasingly require selection plus composition, evaluation, economics, identity,
authority, policy, security, sovereignty, observability, learning and outcome measurement. A sophisticated router can
select Model A for coding and Model B for translation. A control plane must additionally know whether the data may
leave the enterprise, which provider may execute the model, whether a second model must verify the output, whether
the agent is authenticated, whether the requested action exceeds its authority, what the task may spend, and whether
the final result improved the business process.

Gateway / Router Intelligence Control Plane

Which model? Yes Yes

Which provider / region? Partial Native decision

One model or several? Limited Composition

Was the result good enough? Usually external Self-evaluation

What should it cost? Budget / quota Runtime economic decision

Can this agent act? Limited Identity + authority

Can the business outcome be proven? No QOutcome contract + ledger

How should the system improve? No Closed-loop learning
CATEGORY A router moves requests. An Intelligence Control Plane governs the entire path from
DISTINCTION intent to outcome.
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06 / ADAPTIVE RUNTIME

The MC-1 Intelligence Closed Loop

The system-level advantage emerges from the loop rather than any single feature. A business objective or application
request can be understood, bound to identity and policy, assigned an intelligence budget, routed or composed across
models, executed on an eligible provider, protected by Agent Guard, evaluated, translated into an outcome record,
optimized by Intelligence FinOps, and converted into future intelligence evidence.

MC-1's public architecture already describes Query Intelligence, a Model Intelligence Layer, constrained utility routing,
confidence-aware execution, provider separation, evaluation and sovereign paths. [7][8] The v2.0 architecture extends the
loop with explicit outcome economics and enterprise transformation.

BUSINESS

OBIECTIVE

LEARN +
ADAPT

IDENTITY +

POLICY

FINOPS
OPTIMIZE

QUERY
INTELLIGENCE

MC-1

INTELLIGENCE
CONTROL PLANE

OUTCOME INTELLIGENCE

BUDGET

LEDGER

COMPOSE +

EXECUTE

AGENT
GUARD

Figure 3. MC-1 as a closed-loop system: understand, authorize, allocate, execute, evaluate, measure, optimize and learn.

Never buy more intelligence than the task requires. Never use less intelligence than the
outcome demands.
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07 / ELASTIC INTELLIGENCE

Reasoning Becomes an Allocatable Resource

Cloud computing made compute elastic. An Intelligence Control Plane can make reasoning elastic. A spam classification,
a customer-support escalation, a complex software migration and a high-impact financial decision should not
automatically consume the same model class, number of reasoning passes, evaluation depth or agent budget.

MC-1 can treat the problem as constrained utility optimization. Given task x, choose an execution strategy r that
maximizes expected utility across quality, correctness, cost, latency, privacy, availability, risk, sovereignty and business
value, subject to hard constraints such as provider allowlists, region restrictions, maximum cost, data classification,
agent permissions and compliance rules.

The economic implication is important: frontier intelligence becomes an escalation resource, not a default tax on every
request. Local, efficient and specialized models can handle eligible workload regions, while stronger intelligence is
purchased selectively when evaluation or business importance justifies it.

CONCEPTUAL r* = arg max U(r, x), subject to policy, authority, cost, privacy, capability, quality and
OBJECTIVE availability constraints.

The control plane allocates reasoning depth the way cloud infrastructure allocates
compute - dynamically, according to the workload.
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08 / ADAPTIVE IMPROVEMENT

Self-Evaluation, Self-Correction and
Self-Finetuning

Most inference infrastructure considers a request complete when a model returns tokens. That is a weak definition of
success for autonomous intelligence. MC-1's research architecture includes cascading, deliberation, evaluation and
self-evaluation, enabling execution to continue when confidence or quality is insufficient. [8]

The runtime can follow a richer sequence: generate -> evaluate -> critique -> retry -> reroute -> recompose -> escalate
-> verify. Self-evaluation supplies the signal; adaptive orchestration supplies the corrective action. Self-finetuning and
persistent intelligence can then use repeated execution evidence to improve behavior for recurring users, organizations,
domains and tasks where the production implementation supports it.

The v2.0 thesis adds a second feedback source: economic and business-outcome evidence. A route that is accurate but
unnecessarily expensive is not optimal. A transformation that reduces token cost but degrades customer outcomes is
not successful. The control plane must learn from quality, cost and impact together.

The moat is not merely a routing algorithm. It is a continuously evolving
map of what intelligence works best for what problem, at what cost,
under what conditions, and with what outcome.
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09 / INTELLIGENCE FINOPS

Control the Economics of Intelligence Before
the Tokens Are Burned

Al cost management is becoming a runtime problem. KPMG reported that only 26% of organizations had full real-time
visibility into Al operating costs in Q2 2026, while 35% cited Al cost management and economic literacy - including token
and inference pricing - as a barrier. [11] Accenture's Tokenomics offering explicitly connects token consumption to
business outcomes, task-to-model matching, budgets-as-code and runtime control. [12]

MC-1 Intelligence FinOps is designed around the same structural problem but as a native capability of the Intelligence
Control Plane. Traditional FinOps asks what infrastructure cost after the resources were consumed. Intelligence FinOps
can ask before execution: how much intelligence does this task deserve, what route can satisfy the required outcome,
and what spending boundary should be enforced?

This turns Al cost management from reporting into allocation. Budgets can exist at organization, department, application,
API key, agent, mission and request scope; optimization can account for quality floors, privacy, sovereignty and authority
rather than simply selecting the cheapest model.

Traditional FinOps tells you what you spent. MC-1 helps decide what should be spent
before inference happens.

CORE METRIC Optimize cost per successful outcome - not merely cost per token.
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10 / TOKEN MAXING

From Token Consumption to Cost per
Successful Outcome

Agentic systems create a new failure mode: token consumption can compound faster than business value. Large contexts,
unnecessary frontier-model use, retry storms, recursive agent loops, excessive evaluation, duplicate requests and poor
provider selection can all increase spend without a proportional improvement in outcomes. We refer to this class of
failure as token maxing: maximizing intelligence consumption instead of maximizing useful intelligence.

MC-1 Intelligence FinOps therefore treats the unit of optimization as the successful intelligence outcome. Where
evaluation is available, the control plane can measure Cost per Successful Outcome (CPSO) as total intelligence cost
divided by successful evaluated outcomes. For agent missions, the equivalent can be cost per successful mission. For
enterprise transformation, the Outcome Ledger can connect Al cost to operational metrics such as cycle time, quality,
revenue influence, working capital, risk or employee hours returned.

Savings claims require a defensible baseline. The product architecture distinguishes measured, estimated, modeled and
customer-defined baselines so that cost optimization does not become a source of fabricated ROI.

Cost per Successful Outcome = Total Intelligence Cost / Successful Evaluated

Outcomes.
NO Use the least expensive intelligence capable of achieving the required outcome. Cost
CHEAP-MODEL optimization must not silently destroy quality, privacy, security or sovereignty.

BIAS
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11 / ECONOMIC CONTROL LOOP

Observe -> Budget -> Optimize -> Execute ->
Evaluate -> Attribute -> Forecast -> Improve

Intelligence FinOps should operate before, during and after inference. Before execution it estimates eligible routes,
budgets and policy. During execution it enforces constraints, monitors escalation and detects pathological loops. After
execution it attributes cost, evaluates quality, updates forecasts and recommends or automatically applies approved
optimizations.

Organizations can progress through an optimization maturity model: Observe Only, Recommend, Approval Required, and
Auto Optimize. The progression is intentionally conservative. A new optimization policy should earn the right to control
production traffic through evidence, simulation and explicit customer boundaries.

4 N
OBSERVE OPTIMIZE
1 2 3 4
& )
EVALUATE ATTRIBUTE IMPROVE
5 6 7 8

Finance policy becomes executable infrastructure: hard budgets, soft budgets, adaptive
budgets, quality floors, escalation ceilings, provider exposure limits and chargeback
metadata can all influence the intelligence path.
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12 / MC-1 FORWARD

The Autonomous Al Transformation Engineer

The Forward Deployed Engineer boom reveals another scarcity in enterprise Al: deployment expertise. OpenAl launched
an OpenAl Deployment Company in May 2026 with approximately 150 experienced Forward Deployed Engineers and
deployment specialists, and continues to pair FDEs with enterprise teams. [15] Accenture has launched FDE programs with
SAP and ServiceNow to move agentic Al from pilot to production. [16][17] The market signal is clear: organizations need
much more than access to models; they need help translating business problems into production systems.

MC-1 Forward is ColomboAl's thesis for automating an increasing share of that function. It is not another copilot and not
merely an agent builder. The objective is an autonomous enterprise transformation system that can enter an organization
with permission, understand how the business operates, determine where Al can create the greatest economic impact,
design and build the solution, deploy it under bounded authority, measure results, and continue improving the organization.

The ambition is not simply to replace the salary of an FDE. It is to compress months of enterprise Al transformation into
days or weeks and allow many transformations to proceed in parallel across an organization.

Do not send more engineers into every company to deploy Al. Build
the Al that can deploy Al into every company.

CATEGORY MC-1 Forward: Autonomous Enterprise Transformation. Core operating role: AFDE -
Autonomous Forward Deployed Engineer.
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13 / ENTERPRISE INTELLIGENCE GRAPH

Build a Living Digital Twin of How the
Business Creates Value

Before MC-1 Forward changes an enterprise, it should understand it. The Enterprise Intelligence Graph is a
machine-readable representation of how the organization creates value: objectives, business units, people and roles,
decision rights, systems, APIs, databases, documents, workflows, approvals, customers, suppliers, contracts, expenses,
KPIs, bottlenecks, security permissions, existing automations and existing Al usage.

The graph is more than a process map. It becomes a living digital twin of enterprise operations and the working
environment for autonomous transformation. Read-only discovery can combine system activity, workflow traces, human
interviews and economic signals to identify where work waits, where errors concentrate, where people repeatedly copy or
reconcile information, where vendor or s accumulate, and where** “lq create new capabilities rather than
merely automate an old process.

KPIs

+ COSTS
PEOPLE
+ROLES

DEPARTMENTS DATA

+DOCS

SYSTEMS

WORKFLOWS
+ APls

Figure 6. Enterprise Intelligence Graph. MC-1 Forward reasons over objectives, workflows, systems, people, data, economics and policy as one connected
enterprise state.

DESIGN Bad process + Al can become faster bad process. MC-1 Forward should redesign the
PRINCIPLE workflow before automating it.
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14 / TRANSFORMATION RUNTIME

Connect -> Understand -> Discover ->
Prioritize -> Design -> Build -> Deploy ->
Measure -> Improve

A human FDE typically understands the business, maps systems, identifies problems, architects a solution, integrates it,
tests it, deploys it, trains users, measures impact and iterates. MC-1 Forward turns this into a continuous machine
workflow. The Opportunity Engine ranks transformations not only by automation potential but by expected economic
value, complexity, risk and time-to-value. Intervention types can include automate, augment, redesign, combine and invent.

Once an opportunity is selected, the Transformation Planner determines the model or model combination, agent
architecture, context, tools, APls, permissions, memory, human approval points, expected volume, security controls,
reliability requirements, expected cost and evaluation criteria. The Solution Builder then creates code, connectors, agents,
tools, schemas, tests, evaluation suites, documentation and deployment artifacts.

CONNECT DISCOVER DESIGN BUILD DEPLOY MEASURE
1 2 3 4 5 6 7 8 9

THE DIFFERENCE  Most Al transformation products can end at "here are the opportunities." MC-1
Forward is designed to continue: "l found the opportunities, built the solution, tested it
in a sandbox, and here is the evidence required for deployment approval.”
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15/ BOUNDED AUTONOMY

The Enterprise Autonomy Ladder and
Transformation Sandbox

Enterprise adoption should not require giving autonomous Al unrestricted control on day one. MC-1 Forward uses an
autonomy ladder so organizations can gradually expand authority as evidence and trust accumulate. Early stages are
read-only or recommendation-only. Higher stages allow isolated builds, approval-gated deployment, bounded autonomous
change and eventually continuous transformation across approved categories.

Before production changes, a Transformation Sandbox can compare the current workflow with the proposed Al-native
workflow using historical or simulated data. The system can evaluate throughput, cost, response time, failure rates,
employee hours, inference expense, policy compliance and edge cases. The goal is to turn an abstract Al proposal into a
testable change package with evidence.

OBSERVE
Read-only mapping

RECOMMEND

Identify transformations

BUILD

Create in sandbox

APPROVAL-TO-DEPLOY

Human approves production

3

BOUNDED AUTONOMY

Auto-deploy approved classes

AUTONOMOUS TRANSFORMATION

5 Continuous approved change
ENTERPRISE Autonomy should be earned. The system expands from observe -> recommend -> build
TRUST -> approval-to-deploy -> bounded autonomy -> autonomous transformation only

within explicit policy and security boundaries.
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16 / OUTCOME CONTROL

Outcome Contracts and the Enterprise Al
Outcome Ledger

The central measurement problem in enterprise Al is that dashboards often stop at tokens, requests and model usage.
Boards care about revenue, productivity, operating cost, cycle time, customer experience, risk and capital efficiency. MC-1
Forward therefore attaches an Outcome Contract to each transformation: a definition of baseline performance, target
performance, evaluation criteria, policy boundaries and the evidence required to declare success.

The Outcome Ledger records the actual result. It can connect intelligence consumption and agent activity to operational
metrics such as cost per ticket, resolution time, escalation rate, defect rate, working-capital cycle, employee hours returned
or revenue influence. This does not require a gain-share pricing model; it is an internal measurement system that allows the
control plane to learn which transformations create value and which simply consume intelligence.

METRIC BASELINE OBJECTIVE ACTUAL
Cost per outcome $- $- $-
Cycle time - - -

Escalation / exception rate - - -

Quality / CSAT / accuracy - - -

Employee hours returned - - -

Revenue / working capital / risk = = =

THE UNIT OF Tokens are a resource unit. Outcomes are the enterprise value unit. The control plane
VALUE should connect the two without inventing causality where evidence is weak.
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17 / MACHINE TRUST

Agent Identity and Agent Guard: Intelligence
Is Not Authority

Agents change the stakes because they act. A chatbot can recommend; an agent can access databases, modify files,
execute shell commands, invoke APls, spend money, provision infrastructure, use credentials and create other agents.
The control plane must therefore govern who is acting, for whom, under what mission, with what capability, and through
which enforcement boundary.

Cairo Agent Guard separates reasoning from permission. Its public V0.1 includes signed expiring Agent Identity
documents, principal-bound missions, mission-bound capabilities, revocation, delegation controls, replay defense,
deterministic default-deny decisions, an execution gateway, MCP policy proxying, audit evidence and reference Agent
Guard Edge primitives. [9]

This architecture becomes even more important with MC-1 Forward. A system capable of redesigning and deploying
enterprise workflows needs a non-bypassable trust boundary outside model authority. Intelligence can recommend a
deployment; Agent Guard determines whether that deployment is authorized.

SECURITY Intelligence decides what should happen. Authority decides what may happen. The two
PRINCIPLE systems must remain separate.

FORWARD Autonomous enterprise transformation requires identity, mission, scoped capability,
PRINCIPLE approval, revocation and audit as native properties of the transformation lifecycle.
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18 / ENTERPRISE CONTROL

Sovereignty, Policy and Intelligence
Economics

The enterprise Al future cannot require every thought, document, workflow and business process to leave the
organization. MC-1 treats sovereignty as a property of the entire route - model, endpoint, provider, region, credentials,
logging behavior, fallback chain and data policy - rather than the model name alone. [7]

The same runtime must manage economics before provider spend occurs. MC-1's public architecture already includes
pre-inference credit reservation, route and attempt usage evidence, separation of customer price and provider payable,
BYOK isolation and settlement evidence. [7] Intelligence FinOps extends these primitives into budgets, anomaly
detection, cost-per-outcome measurement, provider/model economics, forecasting and controlled auto-optimization.

MC-1 Forward adds another policy boundary: transformation authority. An organization should be able to declare which
systems are read-only, which workflows may be rebuilt in a sandbox, which changes require human approval, which
classes of deployment may be automatic, and which business objectives are out of scope.

A mature control plane can determine when frontier intelligence is unnecessary, when
escalation is economically justified, when local inference is sufficient, and when a
request or agent exceeds its authorized intelligence budget.

THE The same control plane can determine which enterprise changes may be proposed,

TRANSFORMATI  built, simulated, approved or deployed.
ON GOVERNOR
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19 / MARKET SURFACE

The Category Is Larger Than Model Routing

An Intelligence Control Plane sits at the intersection of multiple existing and emerging categories: model routing, inference,
agent orchestration, evaluation, Al governance, agent security, observability, sovereign Al, Al FinOps, autonomous
enterprise transformation and eventually physical Al. These markets should not be naively added into a single TAM. The
strategically important point is that one control layer can sit across several enormous value flows.

MC-1's monetization surfaces can therefore include managed inference transaction fees, enterprise control-plane
subscriptions, premium optimization and evaluation, Intelligence FinOps, Agent Identity and Agent Guard,
sovereign/private deployments, enterprise transformation through MC-1 Forward, provider marketplace economics,
customization and future physical-Al contro

service

PHYSICAL Al ENTERPRISE TRANSFORMATION

MODEL ROUTING AGENT ORCHESTRATION

INFERENCE
WV‘ '

Al FINOPS Al GOVERNANCE

Figure 9. The Intelligence Control Plane market surface. The figure shows adjacency and strategic intersection, not an additive market-size claim.
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20 / COMPETITIVE LANDSCAPE

From Gateways to Security Control Planes to
Intelligence and Outcome Control

The market is moving upward from provider abstraction toward broader control surfaces. LiteLLM provides a widely used
gateway layer with unified APls, routing, budgets and guardrails. [14] Portkey's acquisition by Palo Alto Networks has
accelerated a second layer: Prisma AIRS now positions its Al Gateway as an enterprise Al control plane focused on runtime
security, identity, governance, observability and agent control. [13] These developments validate the need for centralized
control; they also make the category boundary more important.

MC-1's proposed distinction is intelligence decisioning and outcome control. The system is designed to understand task
requirements, compose intelligence across models, evaluate and correct results, govern runtime economics, learn from
outcomes and, through MC-1 Forward, translate business objectives into autonomous transformation programs. Placement
below is architectural, not a quality ranking; product capabilities evolve and should be revalidated for procurement decisions.

AUTONOMOUS ENTERPRISE TRANSFORMATION

MC-1 Forward: business objective -> implementation -> outcome

INTELLIGENCE CONTROL PLANE

MC-1: intelligence selection, composition, evaluation, economics, learning

Al SECURITY / AGENT CONTROL PLANE

Representative: Prisma AIRS / Portkey - identity, governance, runtime security

Al GATEWAY / PROVIDER CONTROL

Representative: LiteLLM - unified APIs, routing, budgets, guardrails

RUNTIME / INFERENCE ENGINES

Execution substrates, local runtimes, provider endpoints

& J
STRATEGIC LiteLLM connects intelligence. Prisma AIRS governs and secures Al interactions. MC-1
POSITION is being built to decide how intelligence should happen - and MC-1 Forward extends

that intelligence into measurable enterprise transformation.
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21 / MOATS AND NETWORK EFFECTS

Four Compounding Systems: Intelligence
Map, Trust Graph, Transformation Graph,
Outcome Ledger

The v2.0 architecture creates four potential compounding systems. The Intelligence Map accumulates evidence about task
fit, model complementarity, provider reliability, cost, latency, escalation value and evaluation accuracy. The Trust Graph
accumulates verifiable identities, missions, capabilities, certifications, revocations and enforcement relationships. The
Transformation Graph accumulates enterprise workflow structures, intervention patterns and reusable transformation
templates. The Outcome Ledger accumulates evidence about what changed, what it cost and whether the expected
business result occurred.

Customer-specific information must remain isolated and governed. The long-term moat is therefore not unrestricted data
aggregation; it is the ability to learn privacy-preserving generalized patterns from repeated execution and evaluation while
maintaining tenant boundaries and trust. If these systems compound together, MC-1 can understand not only which
intelligence works, but which machine actors may use it, which enterprise changes are effective and which economic
outcomes justify the intelligence consumed.

(" N N\
INTELLIGENCE MAP TRUST GRAPH
Task x model x provider x outcome evidence Identity, mission, capability, certification, revocation
o 2N J
4 I

OUTCOME LEDGER

Enterprise workflows, dependencies, reusable patterns Baseline, objective, actual, economic evidence

(. /

FLYWHEEL More workloads -> more evidence -> better intelligence and economics -> faster
transformation -> stronger outcomes -> more workloads.
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22 / WHY NOW

Eight Forces Are Converging at Once

e Model proliferation and performance convergence. More competitive models shift decision value toward task fit,
economics, reliability and policy. [1]

e Broad enterprise adoption. Al is already widely deployed, while agent orchestration across workflows is still early enough
to create a large next wave. [2][11]

e Provider fragmentation. The same models can increasingly run across multiple execution networks, regions and
customer-controlled environments. [4]

e Agent interoperability. A2A and other protocols are increasing the number of machine-to-machine interactions that
require identity, policy and observability. [5]

e Agent security pressure. OWASP and NIST continue to emphasize identity, privilege, tool misuse, lifecycle risk and
trustworthy operation. [6][10]

e Token economics. KPMG's cost-visibility gap and Accenture Tokenomics show that Al consumption is becoming a C-suite
capital-allocation discipline. [11][12]

e Forward-deployed engineering expansion. OpenAl, Accenture, SAP and ServiceNow are investing in FDE models,
signaling that enterprise deployment and workflow redesign remain scarce. [15][16][17]

e Qutcome pressure. Enterprises increasingly need measurable business impact, not isolated pilots or token-volume
dashboards. The control plane must connect infrastructure decisions to operational results.

ONE TRANSITION These are not separate trends. Intelligence is becoming distributed, autonomous,
economically significant and consequential enough to require centralized decisioning
with distributed enforcement and continuous outcome measurement.
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23 / EXPANSION

From Digital Agents to the Machine Economy

The control-plane thesis eventually extends beyond software. Robots, vehicles, drones, humanoids, cameras and
industrial systems increasingly combine language, vision, planning, sensor intelligence, action models, local inference and
cloud intelligence. In physical systems, identity, policy, authorization, safety boundaries, cost and execution location
become even more consequential.

The future control problem becomes: which intelligence may command which physical capability, under which safety
envelope, at what latency and economic budget? The same primitives - identity, authority, policy, intelligence selection,
evaluation, economics, outcome measurement and enforcement - can extend from software agents to physical Al.

MC-1 Forward also creates a bridge to the physical enterprise. A transformation system that understands factories, field
operations, fleets or robotics workflows could eventually redesign not only digital processes but mixed digital-physical
operating systems, while the Intelligence Control Plane governs the intelligence and Agent Guard enforces the authority
boundary.

LONG-TERM From the agentic internet to the machine economy: the control plane coordinates
EXPANSION intelligence; the trust layer constrains action; the outcome layer measures whether the
system improved the world it touched.
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24 / WHAT MUST BE PROVEN

Category Leadership Requires Evidence, Not
Superlatives

e Quality: Does adaptive intelligence improve outcomes versus strong fixed-model and gateway/router baselines?
e Cost per successful outcome: Can equivalent or better results be achieved with fewer dollars?

e Oracle recovery: How much theoretical model complementarity can a deployable system capture?

e Evaluation accuracy: Can MC-1 predict when retry, recomposition or escalation is actually useful?

e FinOps efficacy: Can runtime optimization reduce cost without violating quality floors, policy or sovereignty?

e Reliability: Does multi-provider execution materially improve availability and graceful degradation?

e Security: Can Agent Guard prevent unauthorized consequential actions under adversarial conditions?

e Adaptation: Does self-finetuning or persistent adaptation measurably improve repeated workloads?

e Forward discovery: Can the Enterprise Intelligence Graph identify high-value workflows accurately and safely?

e Transformation execution: Can MC-1 Forward build and deploy production systems with materially less human effort and
time?

e Qutcome measurement: Can the Outcome Ledger distinguish genuine business improvement from correlation and vanity
metrics?

e Sovereignty: Can workloads remain inside declared execution boundaries without silent fallback?

CLAIM MC-1 Core and Agent Guard capabilities cited as current are grounded in ColomboAl

DISCIPLINE public repositories. Intelligence FinOps and MC-1 Forward advanced capabilities
described in this v2.0 paper are product architecture / development direction unless
separately documented as deployed. Future performance claims should be supported
by reproducible benchmarks and customer-approved evidence.
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25 / STRATEGIC CASE

Why the Control Plane Can Become a
Foundational Al Company

The strategic prize is not participation in model routing. It is becoming the infrastructure layer through which intelligence
transactions, autonomous actions and enterprise transformations are governed. If applications and agents integrate once
with a stable intelligence abstraction while models and providers compete underneath, the control plane can accumulate
decision authority, performance evidence, provider relationships, enterprise policy, security context and economic flows.

Intelligence FinOps adds a financial control surface that can become embedded in enterprise budgeting, chargeback and
Al capital allocation. MC-1 Forward adds a transformation surface that can convert the control plane from infrastructure
used by Al teams into a system used to continuously redesign the enterprise. Together they create a powerful
wedge-to-platform path: control Al cost, govern agent execution, optimize intelligence, then prove and expand business
outcomes.

The architecture also benefits from ecosystem diversity. New models add capability. New providers add competition.
New agents add demand for governance. New enterprise systems add transformation opportunities. MC-1 does not
require a permanent winner at any underlying layer.

The biggest Al company of the next decade may not build the single
best model. It may control how intelligence is allocated, authorized,
paid for, and turned into outcomes.

CATEGORY BET Machine intelligence is becoming a fundamental infrastructure resource. Fundamental
infrastructure resources eventually require a control plane.
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26 / MANIFESTO

The Intelligence Control Plane Manifesto -
v2.0

01 Intelligence should not be tied to one model.

02 Intelligence should not be tied to one provider.

03 Intelligence should not automatically require the cloud.

04 Intelligence should be allocated according to the task.

05 Intelligence should be measured by outcomes, not tokens.

06 Intelligence should verify itself.

07 Intelligence should improve from experience.

08 Intelligence should respect enterprise policy.

09 Intelligence should know who is asking.

10 Intelligence must never grant itself authority.

11 Autonomous actions should be observable and revocable.

12 Organizations should control where their intelligence runs.

13 Models should compete on what they are genuinely good at.

14 Providers should compete on execution.

15 Enterprises should not have to choose a permanent Al winner.

16  The world's intelligence should become one programmable resource.

17 Al cost should be governed before inference, not merely analyzed after it.
18 The unit of economic optimization should be the successful outcome.

19 Enterprise transformation should become continuous, not project-based.

20 Al should be able to deploy Al only under bounded, auditable authority.

CATEGORY STATEMENT  The first Al platform war was fought over models. The second is being fought
over agents. The third may be fought over who controls the intelligence,
economics and outcomes behind everything else.
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The Missing Operating Layer

Every model creates another capability. Every provider creates another economic decision. Every agent creates another
security principal. Every autonomous action creates another authorization decision. Every enterprise creates another
policy boundary. Every Al deployment creates another cost-allocation problem. Every transformation creates another
outcome to measure. Every outcome creates another opportunity to learn.

The industry therefore needs more than a model router or gateway. It needs an infrastructure layer capable of
understanding the task, selecting and composing intelligence, controlling economic spend, enforcing policy,
authenticating agents, governing authority, protecting execution boundaries, evaluating results, correcting failures,
measuring enterprise outcomes and adapting continuously.

MC-1 Forward makes the thesis more consequential: the control plane can become the bridge between business intent
and autonomous implementation. Intelligence FinOps makes it economically governable. Agent Guard makes it
trustworthy. The Outcome Ledger makes it accountable.

That is the Intelligence Control Plane.

MC-1 THE ADAPTIVE INTELLIGENCE CONTROL PLANE

FOR THE AGENTIC AND AUTONOMOUS ENTERPRISE

Any Model. Any Provider. Any Ageng iy i yeHcE CONTROL PLANE.

BUSINESS OBJECTIVE -> GOVERNED INTELLIGENCE -> AUTHORIZED ACTION -> MEASURABLE OUTCOME

Flagship Category Paper - Preprint v2.0 - August 2026 29



THE INTELLIGENCE CONTROL PLANE COLOMBOAI / CAIRO LAB

References

[1] Stanford Institute for Human-Centered Al. 2026 Al Index Report - Technical Performance.
https://hai.stanford.edu/ai-index/2026-ai-index-report/technical-performance

[2] Stanford Institute for Human-Centered Al. 2026 Al Index Report - Economy. https://hai.stanford.edu/ai-index/2026-ai-index-report/economy

[3] Gartner. Gartner Forecasts Worldwide Al Spending to Grow 47% in 2026. May 19, 2026.
https://www.gartner.com/en/newsroom/press-releases/2026-05-19-gartner-forecasts-worldwide-ai-spending-to-grow-47-percent-in-2026

[4] OpenRouter. Providers. Provider directory, accessed August 2026. https://openrouter.ai/providers
[5] Linux Foundation. A2A Protocol Surpasses 150 Organizations, April 9, 2026. https://www.linuxfoundation.org/press/

[6] OWASP GenAl Security Project. OWASP Top 10 for Agentic Applications for 2026.
https://genai.owasp.org/resource/owasp-top-10-for-agentic-applications-for-2026/

[7] ColomboAl / Cairo Lab. ColomboAl MC-1 public information and research repository. https://github.com/ColomboAl-com/MC-1

[8] Kouadio, W.; Li, A. ColomboAI-MC-1: A Mixture-of-Models Intelligence System for Adaptive, Cost-Efficient, and Sovereign Al Inference. ColomboAl / Cairo Lab
preprint, August 2026.

[9] ColomboAl / Cairo Lab. Cairo Agent Guard - Agent Identity, AGP, runtime enforcement and Agent Guard Edge reference architecture.
https://github.com/ColomboAl-com/cairo-agent-guard

[10] National Institute of Standards and Technology. Al Risk Management Framework and 2026 critical-infrastructure profile work.
https://www.nist.gov/itl/ai-risk-management-framework

[11] KPMG. Al Investment and Agent Deployment Hold Steady Amid Growing Focus on Pragmatism. June 24, 2026.
https://kpmg.com/us/en/media/news/q2-ai-pulse-2026.html

[12] Accenture. Accenture Tokenomics Launched to Help Enterprises Manage Al Token Spend. July 29, 2026.
https://newsroom.accenture.com/blogs/2026/accenture-tokenomics-launched-to-help-enterprises-manage-ai-token-spend

[13] Palo Alto Networks. Completes Acquisition of Portkey to Secure Al Agents. May 29, 2026; Prisma AIRS Al Gateway GA, July 16, 2026.
https://www.paloaltonetworks.com/

[14] LiteLLM. Documentation - Al Gateway, routing, budgets and guardrails. https://docs.litellm.ai/

[15] OpenAl. OpenAl launches the OpenAl Deployment Company to help businesses build around intelligence. May 11, 2026.
https://openai.com/index/openai-launches-the-deployment-company/

[16] Accenture. Launches Forward Deployed Engineering Program with SAP. June 8, 2026.
https://newsroom.accenture.com/blogs/2026/accenture-launches-forward-deployed-engineering-program-with-sap

[17] ServiceNow and Accenture. Forward Deployed Engineering Program to Scale Agentic Al Across the Enterprise. May 6, 2026.
https://newsroom.accenture.com/news/2026/servicenow-and-accenture-launch-forward-deployed-engineering-program-to-scale-agentic-ai-across-the-enterprise

Flagship Category Paper - Preprint v2.0 - August 2026 30



THE INTELLIGENCE CONTROL PLANE COLOMBOAI / CAIRO LAB

Claim Boundary and Publication Notes

This paper is a category thesis and architecture paper. Market forecasts and external industry statistics are third-party
estimates and are not presented as MC-1 revenue forecasts, customer results or addressable-market guarantees.

Competitive-category placement is conceptual rather than a quality ranking. LiteLLM, Portkey/Prisma AIRS and other
products evolve rapidly; any procurement comparison should be revalidated against current first-party documentation.

MC-1 Core and Agent Guard capabilities cited as current are based on ColomboAl public repositories and product
materials available as of August 2026. MC-1 Intelligence FinOps and MC-1 Forward advanced capabilities described in
this v2.0 paper represent product architecture and development direction unless separately documented as deployed.
Illustrative examples are not customer claims.

Any future empirical performance statement should be supported by reproducible benchmark releases containing exact
models, versions, prompts, inference settings, routing traces, price tables, held-out results and evaluation methodology.
Any future business-outcome case study should define its baseline, causal assumptions, measurement period and
customer authorization.

The use of the term Intelligence Control Plane is intended to define an architectural category: a control layer
responsible for intelligence selection, composition, execution, evaluation, economics, authority and outcome feedback.
It should not be interpreted as a claim that every depicted future function is already generally available.

PUBLICATION Category leadership requires evidence, not superlatives. Trust is itself a control-plane
PRINCIPLE capability.

© 2026 ColomboAl. All rights reserved. Product names and trademarks belong to their respective owners.
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